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Today

Applications of RL & planning under
uncertainty

Modelling and general properties
Overview of course topics

Importance of Modelling



Reminder: Course Goals

1) To realize that the main task of Al — making
optimal sequential decisions in an uncertain
world — can be formalized!

2) To understand formal models for decision-
making under uncertainty and their properties
* Unknown models (reinforcement learning)
 Known models (planning under uncertainty)

3) To understand how to efficiently implement
solution algorithms for some of these models



Applications



Elevator Control

Multiple agents (cooperative)
— Elevator: up/down/stay
— 6 elevators: 376 actions

Dynamics
— Random arrivals (e.g., Poisson)

Objective:
— Minimize total wait

— (Requires being proactive
about future arrivals)

Constraints:

— People might get annoyed
If elevator reverses direction




DARPA Grand Challenge

e« Autonomous mobile robotics

— Extremely complex task, requires expertise in vision,
sensors, real-time operating systems

o Partially observable
— e.g., only get noisy sensor readings

 Model unknown
— e.g., steering response in different terrain




Two-player Games

e Othello / Reversi N
— Solved by Logistello! (minimax

— Monte Carlo RL (self-play) - ProbCut)
+ Logistic regression + Search

 Backgammon
— Solved by TD-Gammon! (expectimax

— Temporal Difference (self-play) with pruning)
+ Artificial Neural Net + Search

« Go
— Unsolved! Learning + Search? (bandits +

— But no worries, Dima is solving monte carlo
this for his PhD! rollouts?)



Multi-player Games

Multiagent (adversarial)
— Unlike Elevators

Strict uncertainty

— Opponent may abruptly
change strategy

— Might prefer best outcome
for any opponent strategy

Multiple rounds (sequential)

Partially observable!

— Earlier actions may
reveal information

— Or they may not (bluff)

- Poker



(Sequential) (Combinatorial) Auctions

 eBay « Characteristics
e FCC Spectrum — Multiagent, general sum
« CombineNet (startup) — Actions:

* bid amounts for complex
product combinations

— Partially observable
» Bids reveal information
* Must be careful if sequential

 How to bid optimally?

— truck companies bid
on delivery contracts

— electricity utilities
— long distance
telecommunications?



How to formalize
these problems?



Observations, States, & Actions

State



Observations and States

e Observation set O

— Perceptions, e.qg.,
» Distance from car to edge of road
« My opponent’s bet in Poker

e State set S

— At any point in time, system is in some state, e.g.,
« Actual distance to edge of road
* My opponent’s hand of cards in Poker

— State set description varies between problems
e Could be all observation histories (c.f., Marcus’s work)
e Could be infinite (e.g., continuous state description)



Agent Actions

o Action set A
— If kactions, A=A;" ...7 A,

— Actions could be concurrent
 Schedule all deliveries to be made at 10am

— All actions need not be under agent control

« Other agents, e.qg.,
— Alternating turns: Poker, Othello
— Concurrent turns: Highway Driving, Soccer

* Exogenous events due to Nature, e.g.,
— Random arrival of person waiting for elevator
— Random failure of equipment

 {history} encodes all prev. observations, actions



Observation Function

e Observation function Z: {history} © O® [0,1]
— Mapping from states to observations is often noisy

— Problem classifications

* Not observable: (used in conformant planning)
- O0=4
— e.g., heaven vs. hell
» only get feedback once you meet St. Pete

* Fully observable:
— Usually Z is deterministic and bijective: S« O
— e.g., many board games,
» Othello, Backgammon, Go

» Partially observable:
— all remaining cases
— also called incomplete information in game theory
— e.g., driving a car, Poker



Transition Function

e Transition function T: {history} ~ A” S® [0,1]

— Some properties
o Stationary: T does not change over time
« Markovian: T:S™ A~ S® [0,1]
— Next state dependent only upon previous state / action

— If not Markovian, can always augment state description

» e.g., elevator traffic model differs throughout day;
so encode time in S to make T Markovian!

— Main classes
o Deterministic: T: {histories}” A® S
* Non-deterministic:

Not same as uniform
— Probabilistic (stationary distribution) distribution assumption!
— Possibilistic (strict uncertainty)

» Maybe you know nothing about distribution
» Or distribution may be non-stationary (e.g., other agent)




Optimization Criteria

e Objective
— We've talked about the agent and environment
 But how does it choose its actions? How to quantify
— At most basic level preferences with R
_ _ e.g., apples vs. oranges,
 We assume agent is goal-oriented choice of lotteries.

— But what if an agent has multiple preferences?
* Encode in reward function R: {history} © A® Real

 Then agent maximizes expected utility
— More about goals, preferences, (expected) utility in future...

« Optimization straightforward for one step

— But what if sequential actions & rewards?
» Action affects next state, which affects future reward

— How to trade off reward over time?



What's the Best Action when s=17

a=stay a=stay a=stay

> >

* Must define objective criterion to optimize!
— How to trade off immediate vs. future reward?

— E.g., use discount factorg @ 9



Trading Off Sequential Rewards

e Sequential-decision making objective

— Horizon
» Finite: Only care about h-steps into future
* Infinite: Literally; will act same today as tomorrow

— How to trade off reward over time?
» Expected average cumulative return
» Expected discounted cumulative return
— Use discount factor g
» Reward t time steps in future discounted by ¢
— Many interpretations
» Future reward worth less than immediate reward
» (1-g) chance of termination at each time step
* Important property:
» cumulative reward finite



Knowledge of Environment

 Model-based :
— Know Z, T, R
— Called: Planning (under uncertainty)

* Planning generally assumed to be goal-oriented
» Decision-theoretic if maximizing expected utility

e Model-free :
— Atleast one of Z, T, R unknown

— Called: Reinforcement learning
« Have to interact with environment to obtain samples of Z, T, R
» Use R samples as reward reinforcement to optimize actions

o Can still approximate model in model-free case

— May know certain properties
« Know structure (e.g., Gaussian), but not params (e.g., m S)
« Or just a computable distribution (c.f., Marcus’s work)

— Estimate model via Max Likelihood, Bayesian, "'rSaves expensive
» Permits hybrid planning and learning \ interaction!




Finally a Formal Model

e Environment model: S,0,AZT,R
— General characteristics . .
 Strict vs. probabilistic uncertainty /Cc?gszﬁgtiporr?\;geﬁth\

 Number of agents (1, 2, 3+) . s
» Observability (full, partial, none) Previous examples:

— Objective Note: Don’t worry about
* Horizon _ solution just yet, just
» Average vs. discounted (g) formalize problem.
— Model-based or model-free \ /

« Different assumptions yield well-studied models
— Markovian assumption on T frequently made

« Different properties of solutions for each model
— Various properties of each model, ways to solve efficiently
— That’s what this course is about!



Course Outline

1) Introduction to reinforcement learning (4 wks.)
« MDP (fully observable, known and unknown models)
«  Core reinforcement learning / planning techniques

2) Sequential decisions, algorithmic probability (4 wks.)
«  MDP (partially observable, unknown model)
 Universal mathematical solution to sequential decision-making

3) Decision-theoretic planning (2 wks.)
«  MDP (fully observable, structured models)
«  How to exploit structure for scalability of solutions

4) Overview of extensions (2 wks.)
. Hierarchy, reward shaping, prog. constraints, inverse RL
. Partially obs. / known structure, multiple agents / game theory



Concluding Remarks



Importance of Modelling

 To solve a given problem...

— People often provide “solution” algorithms for problems
without fully understanding solution properties first

* Important to first formalize a model

— What are formal characteristics of the model?
e States, actions, dynamics, reward, assumptions
* Objective!

 From this, can derive properties of solutions...
— Does an optimal solution exist?
e |Is it unique?
— How computationally hard is it to find a solution?

— Can the error of an approximate solution be bounded?
 How hard is it to approximate?



Take-home Message

 Importance of modelling!

— Lack of formal models led to disarray in Al for 40 years
* Properties of solutions not always well-understood
 Little common language for sharing results

— Need more rigor like physics...

B

Course will provide

» Feynman Algorithm ,v. 2008 | _ fheoretcalfools o

modelling and analysis of

— Formalize the problem. RL & planning problems.
— Fhink-very-hare:  Google for problem description.
— White-down the answer. we'll also learn. )

Download software implementation of | howto efficiently
Implement solutions

for real applications.
PP S




