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General Function Approximation

• Posit f(q,s)
– Can be linear, e.g., 

– Or non-linear, e.g., 

– Cover details in a moment…

• All we need is gradient
– In order to train weights via gradient descent
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Gradient Descent for RL

• Update parameters to minimize error
– Use mean squared error        where

– vt can be MC return

– vt can be TD(0) 1-step sample

• At every sample, update is
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Make sure you 
can derive this!
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Gradient Descent for TD(l )

• Eligibility now over parameters, not states
– So eligibility vector has same dimension as
– Eligibility is proportional to gradient

– TD error as usual

• Update now becomes
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Why?
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Linear-value Approximation
• Most popular form of function approximation

– Just have to learn weights (<<  # states)

• Gradient computation?
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Linear-value Approximation

• Warning, as we’ll see later…
– May be too limited if don’t choose right features

• But can add in new features on the fly
– Initialize parameter to zero

• Does not change value function
• Parameter will be learned with new experience

– Can even use overlapping (or hierarchical) features
• Function approximation will learn to trade off weights 

– Automatic bias-variance tradeoff!

• Always use a regularizer (even when not adding features)
– Means: add parameter penalty to error, e.g., � �� � �
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Nice Properties of Linear FA Methods

• The gradient for MSE is simple:
– For MSE, the error surface is simple: 

• Linear gradient descent TD(l ) converges:
– Step size decreases appropriately
– On-line sampling (states sampled from the on-policy distribution)
– Converges to parameter vector       with property:
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Slides from Rich Sutton’s course CMP499/609: http://rlai.cs.ualberta.ca/RLAI/RLAIcourse/RLAIcourse2007.html

Not control!



TicTacToe and Function Approximation

• Tic-Tac-Toe
– Approximate value function with

– Let each fi be “an O in 1”, “an X in 9”
– Will never learn optimal value

• Need conjunctions of multiple positions
• Linear function can do disjunction at best
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TicTacToe and Function Approximation

• How to improve performance?

• Better features
– adapt or generate them as you go along
– E.g., conjunctions of other features

• Use a more powerful function approximator
– E.g., non-linear such as neural network
– Latent variables learned at hidden nodes are boolean

function expressive
» encodes new complex features of input space
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Some Common 
Feature Classes…



Coarse Coding
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Slides from Rich Sutton’s course CMP499/609: http://rlai.cs.ualberta.ca/RLAI/RLAIcourse/RLAIcourse2007.html



Shaping Generalization in 
Coarse Coding

Slides from Rich Sutton’s course CMP499/609: http://rlai.cs.ualberta.ca/RLAI/RLAIcourse/RLAIcourse2007.html



Learning and Coarse Coding
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Slides from Rich Sutton’s course CMP499/609: http://rlai.cs.ualberta.ca/RLAI/RLAIcourse/RLAIcourse2007.html



Tile Coding

tiling #1

tiling #2

Shape of tiles Þ
 Generalization

#Tilings Þ
 Resolution of final approximation

2D state
space

Slides from Rich Sutton’s course CMP499/609: http://rlai.cs.ualberta.ca/RLAI/RLAIcourse/RLAIcourse2007.html

• Binary feature for each tile
• Number of features present 

at any one time is constant
• Binary features means 

weighted sum easy to 
compute

• Easy to compute indices of 
the features present

But if state continuous…
use continuous FA, not 

discrete tiling!



Tile Coding Cont.

one
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Irregular tilings

Hashing
CMAC
“Cerebellar model 
arithmetic computer”

Albus 1971

Slides from Rich Sutton’s course CMP499/609: http://rlai.cs.ualberta.ca/RLAI/RLAIcourse/RLAIcourse2007.html



Radial Basis Functions (RBFs)
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e.g., Gaussians

Slides from Rich Sutton’s course CMP499/609: http://rlai.cs.ualberta.ca/RLAI/RLAIcourse/RLAIcourse2007.html



Nonlinear Value-approximation

• Can use an artificial neural network (ANN)…
– Not convex, but good methods for training

• Learns latent features at hidden nodes
– Good if you don’t know what features to specify

• Easy to implement
– Just need derivative of parameters
– Can derive via backpropagation

• Fancy name for the chain rule
TD-Gammon

= TD(l ) + Function 
Approx. with ANNs



ANNs in a Nutshell

• Neural Net:
non-linear weighted 
combination of 
shared sub-functions

• Backpropagation:
to minimize SSE, 
train weights using 
gradient descent
and chain rule

x0=1

x1

xn

y1

ym

.

.

.

.

.

.

h0=1

.

.

.

h1

hk

all edges         have weight w j,i

SSSS

SSSS

SSSS

SSSS



Error Backpropagation
• How to compute

derivative of error
w.r.t. weights?

• Write out error E(w), 
calculate derivative 
via chain rule

• Helps to cache 
intermediate network
values and errors d
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Where the Real Problem Lies

• Function approximation often a necessity, which to use:
– MC
– TD(l )
– TD xyz with adaptive lambda, etc…

• Algorithm choice can help (speed up) convergence
– But if features are inadequate
– Or function approximation method is too restricted

• May never come close to optimal value (e.g., TicTacToe)

• Concerns for RL w/ FA:
– Primary: Good features, approximation architecture 
– Secondary: then (but also important) is convergence rate

Note: TD(l ) may diverge 
for control! MC robust for 

FA, PO, Semi-MDPs.



Recap: FA in RL
• FA a necessity for most real-world problems

– Too large to solve exactly
• Space (curse of dimensionality)
• Time

– Utilize power of generalization!

• Introduces additional issue
– Not just speed of convergence

• As for exact methods

– But also features and approximation architecture
• Again: for real-world applications, this is arguably most 

important issue to be resolved!


